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1 Introduction 

1.1 Background 

The motivation for this thesis can be traced back to my past experience as a performing 

pianist and music teacher. Having grown up in a nonmusical family which nevertheless 

placed great value on my and my sister’s music lessons (piano, violin, clarinet) and self-

directed experience (saxophone, guitar, bass, MIDI technology), the situation arose that as 

I learned musicianship I was also semi-consciously aware of the fact that in some situations 

I was learning to be musical, while in others simply learning to read music, hold an 

instrument, follow a conductor. Some of these musical experiences were purely social, 

others intellectually and technically demanding. Some were rote reading exercises or were 

simply boring, others were transcendent.  

Because my family moved yearly between my sixth and twelfth years of age, I worked 

with several different music teachers— of widely varying quality— during that time. 

While this was not necessarily a boon to my performance ability on the piano, I believe it 

had a positive impact on my later ability to teach effectively, as I was introduced via direct 

experience to two ideas. First was the way a seemingly difficult concept or task can become 

self-evident and natural when broken down appropriately into subtasks, presented and 

placed in context by a skilled teacher. The second idea was that the supercluster of skills we 

call “musicianship” includes many skills not taught or even possessed by many music 

teachers. For example, one may be more or less unable to play by ear despite being a fluent 

sight-reader; may be able to react spontaneously to changes in interpretation or form but 

not style or pitch; may be able to parse complicated set-theoretical relationships but not 

timbral ones, and so on. 

When I began teaching, I found that students coming to me from other teachers very 

often had only ever played pieces by rote, that they previously had learned pieces 

exclusively from the page— pieces they had never heard before the score was plunked in 

front of them, rather than ones co-selected with a teacher from a subset of a larger class of 

pieces they knew aurally or socially— and that they played repertoire far beyond the level 

at which they could learn a piece quickly enough to interpret it spontaneously. By the time 

they could get through a piece from beginning to end, then, any trace of a fluent 

performance they might have had in their ear originally had long been replaced by the 

sound of the piece being practiced. To regain performance fluency at such a point is all but 

impossible. 
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These observations, despite not forming a scientific survey of the state of music 

education, have nevertheless been corroborated first by informal conversations with 

teachers of other instruments, in other locations, and other styles, and also by the findings 

of the Office for Standards in Education, Children's Services and Skills’ 2012 report 

“Music in schools: wider still, and wider” (about which more later). In short, there is all 

too frequently something missing in our current norms for music education: it is the 

spontaneous creation and re-creation of music and musical ideas, and the grounding of 

performed repertoire in a context of music known from everyday life. 

Is this just how music gets learned? Or is there something embedded in our culture’s 

embrace of this approach which shows that this ideal of learning is bound up in some 

larger cultural ideas of what music should be studied, and how? A cross-cultural point of 

comparison is appropriate here: Nicolas Magriel’s work (Durán, Baker, Magriel, and 

Baghirova, forthcoming) on music learning in several non-Western cultures (Mali, Guinea, 

North India, Rajasthan, Azerbaijan, Cuba and Venezuela) shows examples of children 

learning music primarily through games and informal play. Only when Western music 

comes on the scene do students in these cultures sit alone learning music they’ve never 

heard before and do not necessarily connect with culturally. 

How did this happen? What are the sources of this difference in approach in the West? 

Or, to ask about it a different way, has Western music-teaching always been like this? 

Taking a historical approach, we can also see a longstanding embrace of spontaneity in art 

music decline through the second half of the 19th century as musical training ceased to be 

hereditary and therefore socially-grounded, and became instead institutionalised, 

necessitating heavy reliance on the specifics of the score to allow students to study music 

they did not already know aurally by heart (Moore 1992). Concomitantly, the ideal of 

music as flowing from a deity through the composer onto the page and existing there in its 

entirety became dominant, changing the role of performer from co-creator to mere 

executor and thus leaving little room for a performer (being a mere mortal) to contribute 

in real-time. Moore explores the magnitude of this change and persuasively grounds its 

causes in social history. He writes, “the sense of communal aural understanding that one 

associates with traditional improvisatory music traditions, and which had existed between 

performer and audience in the courts of the European aristocracy, could rarely be found 

towards the end of the century. Art music was not only less frequently improvised; it 

tended to be less a part of the lives of its patrons.” (p. 75) (Other research on Western 

music-learning that maintains this deep cultural connection includes, for instance, 

Harwood’s (1998) ethnographic study of complex musicosocial learning interactions 
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among black schoolchildren in America, and Herbert’s (1991) historical research on 

informal or quasi-formal music-learning among working-class brass-band players.) 

Besides the personal experiences alluded to earlier, one source of confidence that such 

fluency is indeed achievable comes from seeing the ease with which a musician such as Yo-

Yo Ma steps into a new style such as jazz or country and moves within its rules as though 

he had grown up with them. Since we are still only in the introduction, I will venture to 

advance a bare opinion: that spontaneity— the ability to create new music in the moment 

of performance, with expert fluency in both the invented music and its execution— is a 

key part of the skill we recognise as musicality (though not always recognised as such). As a 

component skill it is not always part of our cultural construction of “a music education”, 

but its presence is necessary both for professional entry into the musical stratosphere and 

also for full enjoyment in amateur music-making. In Ma’s case, his spontaneity informs his 

spectacular performance abilities but yet is separate from it— one need not perform at his 

level to be playful, to invent, to have the kind of fun he has while playing. 

 

1.2 Why can’t Johnny improvise? or, toward constructivism 

The large-scale problem here can also be seen this way: Music education has not embraced 

constructivist learning principles (Fosnot 1996, Hmelo-Silver, Duncan, and Chinn 2006), 

in which a student’s interactions, explorations and manipulations of aspects of the 

environment are the primary force driving synaptic bridging and growth in the brain, 

known in most contexts simply as “learning”. Perhaps this is partly because in the sphere 

of music, we believe too much in “talent”, that a student destined for greatness needs more 

or less only to be given an instrument to realise her inner Mozart. Perhaps it is because we 

believe too much in professionalism, that if one is destined to “be a musician” it is 

overwhelmingly important to sight-read and to play competently music one has never 

heard before, but too often we— teachers, parents, society— give little thought to how 

music-making might play an enriching role in the life of a “normal” person. Perhaps it is 

because music is generally taught with little oversight and has great market friction, 

reducing skilled teachers’ competitive advantage over incompetent ones. Perhaps there are 

two sorts of local maxima in the “music-learning” space: one which comes from spending 

lots of time learning “the rules” and another which comes from spending lots of time 

making music. Or perhaps, most likely, many of these come into play.  

The specifics of the problem are complex and multifaceted, and so any attempt to 

improve the situation will likely address only a tiny subset of these issues. Nevertheless, an 
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opportunity exists to facilitate a brand of musicianship which is more integrated into life, 

context, and society, more “owned” by the musician, more spontaneous and social, and 

therefore more relevant in general— more in keeping with music’s original and usual 

purpose of bringing people together to experience togetherness— to share, in other words, 

a “floating intentionality” (Cross 1999). This would require spontaneous and, ideally, 

social musicking1 of some sort, within a context that provides for instant feedback and 

tangible improvement. Gamification is one way to provide this framework for musical 

exploration, while bringing with it types of motivation and “stickiness”2 that differ from 

those present in “traditional” lesson-based instrumental instruction (Denis and Jouvelot, 

2005). 

1.3 This modern world: games and society 

Early-to-mid-20th-century research (Huizinga 1955, Callois 1961) situated all sorts of play 

activity as a fundamental aspect of human development. Despite this, we seem to have 

needed as a society to go again through an entire process of reaction, followed by 

acceptance, with regards to play within the medium of digital, or “video” gaming. Much 

was made, in the popular and academic press, of the rise of video games in the late 20th 

and early 21st century. Some of it has been reactionary (Provenzo 1991), some agenda-

bearing (Anderson and Dill 2000, Anderson 2003), some close to adoring (Prensky 2003), 

others more calmly positive (Gentile 2009). The publication dates listed above are 

consistent with a nearly pan-academic shift in tone, from alarmist in the 1980s and 1990s 

to celebratory, adorational— even evangelical— in the 2000s and 2010s. Perhaps this 

occurred in part because the original Nintendo generation had begun writing academic 

papers, or perhaps it was simply the effect of a phase in which most research on games 

studied violent video games and their potential links with violent behaviour, after which 

video games of other types were studied, along with their effects on other aspects of 

behaviour such as concentration and motivation. 

Fuchs and Strouhal (2010), in reviewing the increasing importance of video games, state 

that “games cannot be seen as marginal to a work and information society, but have taken 

a central position in society.” They see “a new discipline labelled ludology… at the 

                                                        
1 The term originating from Small (1998), to emphasise the activity of music-making, rather than music as 

a “thing” to be performed. 
2 “Stickiness” as an interaction-design, gaming or marketing term refers to ways that an activity becomes 

difficult to put down. It is similar to a game being described as “addictive” but without the negative 

connotation. 
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forefront of scholarly activities” which can apply its insights to music, among many other 

areas of inquiry. They even go so far as to rename humans: “Our species can hardly any 

longer be understood in terms of homo sapiens or homo faber individuals, but has to be seen 

as homines ludici.” While this may be reaching a little, the digital game is certainly well-

established in contemporary culture across the global first world, and interest in its 

application as a tool for learning is growing as games become ever more sophisticated and 

pervasive. 

1.4 Motivation 

Marc Prensky, in his analyses of the growing role and potential for games as learning tools, 

asserts that “a motivated learner can’t be stopped” (2003). “Why is motivation so effective 

in video games?” ask Denis and Jouvelot, answering “It mostly deals with fun, a potent 

source of intrinsic motivation” (2005). “The essence of fun,” they continue, “is a ludic 

tension that conveys the permanent evolution of one’s own pleasure, desire and abilities”. 

Why are games so good at fun? Probably this is because the game space is a market-based, 

competitive one in which fun games succeed and thrive while boring ones fail and are 

forgotten. This happens because only rarely is someone forced to play a game; usually the 

main point of playing a game is having fun and so the choice of whether, when, and for 

how long to play is up to the user(s) to determine. The only exception comes when there is 

a disconnect between the purchaser and player of the game, as can happen in corporate-

training or educational contexts. (This is, upon reflection, similar to the previously-

referenced disconnect between the purchaser and consumer of children’s’ music lessons, 

another space where incredible talent coexists with shocking ineptitude.) 

 Games, then, can serve as a way to engage their users beyond what may be offered by a 

passive activity, and a way to smooth the path toward confident competence, avoiding the 

worst of the “motivational lapses due to instrumental limitations” (i.e. lack of technique) 

which Denis and Jouvelot say “often lead to resignation and surrender”. Because most 

motivation to learn a musical instrument comes from sources other than the immediate 

fun promised by practice (Hallam 2009), a game-supplied source of extra motivation 

could significantly enhance musical engagement, were the right tool to exist which would 

teach, enhance, and/or facilitate practice of real music skills while achieving success as a 

game aside from any learning benefit it confers. 

1.5 Gaming and flow 

Another way of describing this interaction type is through Csíkszentmihályi’s (1990) 

concept of flow— “a state of concentration so focused that it amounts to absolute 
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absorption in an activity”. From its beginnings in Yerkes and Dodson’s 1908 research on 

arousal and habit formation— and of course in many traditional practices involving rituals 

for focus, calm alertness, and repetition— flow has become a widely-researched topic in 

the fields of education and gaming individually, and nearly pervasive in the area where the 

two subjects meet. We cultivate flow “by setting ourselves challenges— tasks that are 

neither too difficult nor too simple for our abilities” (Csíkszentmihályi 1990). This state 

correlates positively with empirical measurements of performance quality 

(Csíkszentmihályi and Csíkszentmihályi 1992) as well as encouraging practice through its 

intrinsically-motivating character. Flow has been described, even, as “the secret to 

happiness” (Csíkszentmihályi 2008) as this sort of engaged learning, rather than passivity 

or relaxation, most often underlies peak experiences, shown by the correlation found 

between flow state and overall quality of life (Csíkszentmihályi 1990). 

Games, when they are of good quality and match the player’s interests, do this in part by 

restricting the available options to prevent paralysis for surfeit of choice— in a good game 

the options are few enough that it becomes easy to continually make decisions, yet 

numerous enough for the player to feel truly in control, that the decisions being made are 

worthwhile ones, and constitute the primary motivating force for the game’s progression.  

These sorts of games are intrinsically motivating experiences: players will engage with 

them just for the sake of experience and mastery, meaning that any other-domain skills 

learned via the game will benefit from the increased practice time the game’s stickiness 

brings, through the highly-engaged nature of flow-state gameplay. It is for these reasons 

that I wanted to build and test a digital gameplay framework that would attempt to 

facilitate this “flow state” while teaching real musical skills which would extend beyond the 

immediate scope of the game. 

1.6 Press start to begin 

This thesis describes and situates in a research-educational framework the game SingSmash, 

along with its development process and potential as a tool in future research. Because it 

touches on the fields of educational theory, software development, and experimental 

design before reporting the results of a pilot study, the scope and length restrictions on this 

document mean that some areas must be only briefly discussed. With that proviso, let us 

move on now from the “problem” we have defined in traditionalist music education, and 

see how some past research has defined its terms, and posed and answered similar 

questions, before discussing, in turn, the SingSmash software itself. 
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2 Previous Work 

2.1 Musicality 

2.1.1 Definitions and previous work 
There exists research on the musicality of mother-infant speech (Malloch 1999), of 

“innate musicality” in small children (Pond 1981, Shelley 1981), the relationship 

between musicality and intelligence (Phillips 1976), musicality and practice strategy 

(Barry 1992), and the importance of improvisation to musical expression (Dobbins 

1980). But there is precious little to be found (though Dobbins touches on it) about the 

construction of musicality itself, how it is acquired, whether the process or structures of 

learning it differ from learning to execute the notes of a piece or the physicalities of 

producing good tone on an instrument, how its socially-situated nature affects its 

transmission, and what the relationship might be between this sort of musicality and a 

perhaps more objectively-measurable proficiency in execution. The popular press does 

not shy away from discussion of musicality, from announcing “the machine that makes 

you musical” (Walker 2011) to lamenting the “UK’s ‘untapped talent’” are languishing 

due to “the negatives associated with traditional music learning” (BBC News 2012). In 

America, a psychologist takes a year of guitar lessons and determines (n=1) that music is 

not “innately wired in the brain” (Marcus 2012). 

As we can see, this discussion is already underway. So it would be helpful, going 

forward, to have a rigorous working definition of the term. Pflederer (1963) critiques 

Seashore’s seminal 1919 tests as implicitly reductionist by comparing them to a 

hypothetical linguistic test for “word recognition”, stating that “the ability to identify 

specific words does not necessarily imply that the person is also responsive to the flow of 

metaphor and imagery in language or that he can manipulate words in a significant 

verbal communication.” (49) This criticism of “music as notes”, or musicality as the 

ability to passively put the right labels on sounds, is aligned with my argument here: that 

an ability to manipulate musical elements bears little relationship to an ability to name 

those elements or their permutations, although it does stand counter to a long line of 

researchers including Drake (1957), Bentley (1966) and Wing (1981) who believe that 

musicality is genetically inherited and therefore its potential in any individual is more or 

less fixed at the moment of conception. 

Building on Hallam’s (1998) more expansive inclusion of social, interpersonal, 

organisational and other skills often held to be outside the scope of musicianship, I 
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propose to define musicality for our purposes as the ability to perceive and manipulate 

patterns in real time, drawn from a vocabulary of possibilities defined and informed by 

such inputs as style, instrument, and situation. (Situation may range from “an orchestra” 

through “morning on the Ganges” or “smooth jazz in E-flat” to “2nd movement, oboe, 

pickups to rehearsal 63, quieter than before”.) 

2.1.2 Component skills and skill clusters 

To delve further into this idea, it is necessary to invoke a concept of component skills 

which combine to make up skill clusters3; musicality, for instance, is a skill cluster. It is 

too complicated to teach all at once; we simply don’t have tools to teach “performance” 

or “composition” in one go. Instead, teachers break these up, either ad hoc or according 

to a curriculum, into bits which can be taught in individual lessons (whether formal or 

informal), or parts thereof. As the student gains experience, and through continued 

forging of connections and fluency among those component skills, the ability develops to 

perform at a high level, drawing as needed on all necessary component skills that make 

up a skill cluster or supercluster. This is related closely to Rohrer and colleagues’ (2005) 

conception of “overlearning” as a way of learning and integrating complex skills. 

As a concrete example, let us take a basic piano technique: scales. If one tried to learn 

(or teach) even something as simple as a 2-octave scale atomically, the number of details 

to communicate and process would be overwhelming. Instead a teacher begins by 

describing and modelling basic hand position and finger independence, then rhythmic 

steadiness, dynamic control, thumb cross-under, relaxation of the unused fingers, 

relaxation of the rest of the hand and arm, various tricks for increasing speed including 

rhythmic variation and metronome practice, and finally the fine-tuning of dynamic 

control to provide a sense of ‘arc’ or ‘flow’ across the entire scale as it is played. Each of 

these, taken alone, is relatively straightforward (although there is a large degree of 

variation among teachers as to when, how, with what emphasis and ultimately how 

effectively each of these component skills is transferred to the student and brought into a 

cohesive model of scale-playing). Together, they allow execution of a skill— “playing 

scales”— which in turn is a single component skill required for an even more complex 

task; say, sight-reading Mozart. 

The success and importance of this approach (as well as, in an extreme counter-

example, the difficulties encountered in trying to teach all at once “notation, violin hold, 

bowing, names of the strings and singing”) is highlighted in a previously-mentioned 
                                                        
3 after James (1890). See also Schneider and Fisk (1983). 
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report (Ofsted 2012) of music lessons at 194 UK schools, finding teachers not often 

enough “demonstrating what was required musically” as well as “too much time spent 

talking about tasks” and “too much writing” on the part of students. (The report finds 

plenty of excellent teaching as well.) 

When considering the multitude of further component skills comprising the many 

skill clusters which must be mastered before a student can, say, pick a piece of music and 

independently learn it, the complexity of the supercluster known as “musicality” 

becomes apparent. It is therefore no wonder that research has tended to focus on the 

simpler elements of music-learning, such as who practices for how long, or how they 

react to a specific stimulus or situation.  

2.1.3 A new hope 

But new-ish developments in technology may provide opportunities to develop tools 

which measure more precisely the process of learning music and musicality, and what 

correlates might be found among the musical experiences of those who embrace music as 

a part of their childhood and into adult life, relative to those many adults who report 

having “always wished” they could play, or, at a first piano lesson, tell a tale of woe at 

being put down or of being told they were talentless by some misguided relative or 

even— the shock never wears off— some misanthropic music teacher. Pervasive 

technology allows for ecologically-nondisruptive measurement and automated analysis of 

decisions and experiences encountered while “doing music” in one form or another. 

These data then may be mined for patterns or used to support or contradict specific 

hypotheses regarding the construction of musical skill and musicality in vivo. This 

document describes the creation of one such tool for data collection, but it should be 

said here that the possibilities for future applications are numerous and wide-ranging, 

both for pedagogy and for research. 

2.2 Audio as a control method 

Previous work using audio input to control computer software essentially begins with 

Igrashi & Hughes’ (2001) discussion of several basic control mechanisms involving simple 

audio processing. Their paper describes a television remote-control replacement 

application, parsing “Volume up, ahhhhhh” with a combination of speech recognition (for 

the first two words) and duration detection (for the “ahhhhhh”). This work involves 

rigorous signal-processing, although it is fundamentally amusical; their algorithm 

compares overtone dot products to detect harmonicity generally (i.e. is there a pitched 

tone happening?) and therefore is incapable of dealing with things like specific 
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fundamental frequency, which are basic to music and therefore to musical 

implementations. 

Adam Sporka’s 2008 thesis describes the use of non-speech sounds to control a software 

interface. His approach focuses on both absolute and relative pitch to move a mouse cursor 

on a desktop computer system, with physically-disabled computer users as a main target 

audience. These users are currently served by devices such as eye-trackers or “sip-and-puff” 

breath-based controllers, so where those users are capable of controlled vocalisation, pitch-

based control could be a viable alternative. The available vocabulary from which these 

commands are built, however, is small, and the resulting sounds would likely not be 

experienced as “music” by their creators. Sporka does interesting work toward exploiting 

these new modalities, but ultimately his goals and strategies are those of an engineer, not 

those of a musician (or a musician/engineer)4. 

Sama’a Al-Hashimi’s work uses live audio processing in the gameplay space, for her 

code/art pieces Sing Pong (2004) and sssSnake (2005). Sing Pong analyses the volume of a 

player’s vocalisations, and translates them to the height of a projected virtual controller 

paddle. Singing too loudly, however, turns the paddles red and ends the game. The game 

engine uses silhouette tracking to place the paddle in space as though it were coming from 

the player’s mouth. sssSnake analyses the high pitchless sibilance of the “sss” phoneme and 

the much lower pitch of an “aahh” sound, and uses those to follow two players’ locations 

around a physical tabletop. Projected onto the table are a snake and a coin; in Al-

Hashimi’s description, “The snake moves towards the player making the "SSS" voice, and 

the coin moves away from the player making the "AAHH" voice.” (n.p.) This is pitch-

based gaming, although not to a degree that would be considered musical. While it does 

implicate the physical movements of players in the game in a potentially-interesting way, 

its mode of delivery (custom art installation) removes it from being available for wider 

adoption. Al-Hashimi’s work, though, has plenty of potential to embrace musicality in 

greater depth in future. 

2.3 Music as a control method 

Hämälaïnen et al. (2004) are the primary researchers to have done significant past work 

creating and studying music-controlled games. They describe a commercially-released 

Finnish game called Soittopeli, in which players must keep a hedgehog character moving 
                                                        
4 Because this document describes a music-controlled game, it should be mentioned that Sporka also did 

work on vocal control mechanisms for the game Tetris, and for a radio-controlled model car. His tone-

based control, however, was not successful (81) in the case of the game according to his own analysis. 
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along a path by singing a melody whose shape corresponds with that of the path. Soittopeli 

was developed specifically with music education and fun in mind, and while the game did 

not achieve widespread commercial success outside of Finland, within the country it 

proved popular, even inspiring a national children’s TV series called Staraoke (370). In 

addition, the game was the first to combine musicality, live audio processing and visual 

feedback, octave-agnostic pitch fundamental detection, and real music-making on the part 

of the player. 

Finally, Nick Collins’ (2006) musical agents and realtime tracking algorithms, while not 

specifically game-related, constitute important groundwork for the current project. His 

emphasis on situation-flexible realtime onset detection (2004) and reactive, “projected 

intelligence” on the part of musical systems has served to inform philosophically as well as 

practically the construction of the game engine described later in this document. 
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3 Gameplay and digitisation 

3.1 Defining the space 

The two oppositional binaries being explored here, digital/non-digital and game/non-

game, exist in four possible combinations, shown here with an example of each, and 

discussed in turn below: 

 

 Non-digital Digital 

Non-game Immersive learning, 
traditional lessons 

Exploratory sound-
making apps 

Game “Real-life” musical game Rock Band, SingSmash 

 

3.2 Musical chairs (Non-digital musical games) 

Non-digital, i.e. “real-life” musical games have played and continue to play a considerable 

role in many cultures. From the familiar Western children’s party game musical chairs to tī 

rakau, the musical stick game of the Maori (Reed 1958), to playground games such as the 

urban American “Pizza Pizza Daddy-O” (Murphy 1987), it is clear that music and gaming 

are a popular combination without the requirement of any digital aspect whatsoever. 

Because I am not setting out explicitly to model any specific existing non-digital musical 

game structure here, however, the existence and reach of these games are referenced only as 

general background. 

3.3 Immersive learning (Non-digital non-gamification) 

Let us next examine influences on this project found in previous work on non-digital, non-

game-based musical learning. The most-related philosophy to that described in Section 1 

would seem to be the Suzuki method for teaching music, which treats music-learning as 

analogous to language-learning and emphasizes a similar immersive listening environment 

to that which a child would hear when learning a language natively. Near-constant 

background music of all sorts gives children an exceptionally rich context within which to 

place their early musical experience. Misconceptions about the approach are rife, however, 

and hence we must return to Moore (1992:79) quoting Sparshott (1980:56) to air and 

consider statements about the values supposedly inherent in this approach. Sparshott 

writes (the bracketed phrase is Moore’s): 
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 Children are required to listen to art music to the exclusion of other types in order to 

develop their aural performance skills more quickly and easily. Critics of the approach, while not 

denying the remarkable musicians it has been known to produce, voice concern over the contrived 

nature of the learning environment… [Suzuki] methods, which bring very young children to play 

with remarkable precision, rely partly on sheer drill… but also require that the children be 

exposed to good music [the author uses “good” in an ironic sense] and kept from hearing bad 

music.” 

 

Probably, as in any tradition, there have been sub-par Suzuki instructors with limited 

musical horizons (as one would find in any tradition, corroborated by the traditional-

lessons anecdote of a ruler across the knuckles) who believed that only “art” music carries 

value or has a place in a child’s aural environment. But to judge the school on this basis is 

to ignore the highly spontaneous, creative musical environment described in, for instance, 

Starr and Starr (1995). Children who belong to a shared musical culture, who can play and 

improvise harmonies or embellishments on the tunes together without supervision, and 

who can play through tens of pieces in a row while carrying on conversation may be said to 

be “drilling”, but that word seems more likely to be projected onto the situation by an 

adult whose musical experience involved drilling unknown musics than to be ascribed by a 

naïve observer, who might call it simply “play”.  

I am certainly describing a best-case situation here, but it is not an unreasonable one. 

Given the persistence of characterizations like Sparshott’s, and the importance of this 

philosophy of learning for the models I will explore later, I feel it is necessary to defend 

somewhat the quasi-linguistic immersion model of music-learning. 

3.4 Existing musical apps (Digital non-gamification) 

Mobile digital musical apps surveyed often either involved music only trivially (as in 

theory games whose interaction mechanic does not differ from similar nonmusical games, 

and whose content is more about music than it actually constitutes music). Others fell into 

the “non-game” category. Non-game examples of bringing musical experience in one form 

or another to the mobile digital platform include Smule’s Ocarina, Audanika’s 

SoundPrism, and ABRSM’s Aural Trainer. Each of these represents one of the three main 

branches which existing musical apps for the mobile platform seem to explore.  

3.4.1 Imitation of an existing instrument 
Ocarina represents one of the most polished (from a design perspective) and popular (in 

terms of overall number of downloads) instantiations of the “existing instrument” model: 
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it mimics the interface of the instrument for which it is named, making sound when the 

user blows on the phone’s internal microphone and responding to various combinations 

of the four buttons on the screen, which are quasi-isomorphic with the four holes found 

on an acoustic ocarina. It uses the network-enabled nature of the mobile platform to 

allow the locations of other users to appear on a world map in real-time, aiming to forge 

a sense of connectedness among users of the app worldwide. Many other apps simulate a 

guitar or keyboard, but with low levels of success (based both on my subjective 

experience and surveys of user ratings in the App Store). 

3.4.2 Sonic toys 
SoundPrism represents the “new instrument” model, or what might also be termed a 

“sound-producing toy”. It is aesthetically well-put-together and makes it quite simple to 

create harmonious synth-y sounds by moving around on the touchscreen an only-semi-

carefully-placed fingertip. However, in keeping with other apps in this category, it has 

little sticking power— after a few minutes of use, it feels as though everything worth 

doing with the app has been done, that all possibilities have been explored. In other 

words, there is not an opportunity to develop “technique” on the app in the way one 

might on a “real” instrument such as piano or harmonica. It lacks the level of detail that 

would qualify the app as a “real” instrument— so that it might hold its own in a 

collection of other digital and non-digital instruments, so that in writing or performing 

one might conceivably want this particular instrument from the collection just as one 

would want, in certain situations, the specific characteristics of a ukulele, a viola, or a 

musical saw. Because of this, apps in this category feel ultimately more toy-like than 

instrumental. 

3.4.3 Practice helpers 
Aural Trainer is an example of a “teaching tool” app: designed to facilitate practice of the 

aural component of the ABRSM’s grade exams, it contains test drills for exam grades 1-5. 

Some of the drills are quasi-interactive, using the device’s touchscreen, audio recording 

capability, or basic pitch analysis to determine whether the student’s answer or 

performance is “correct”, but many are simply the same test-prep materials one might 

find on a CD or in a book, repackaged inside an app. Most of the analysis and recording 

options amount simply to time-shifting, requiring the student to listen back to the 

recorded audio and determine whether a given response was performed correctly. 

This app was originally brought to my attention by a student, who described his 

experience with it thusly (emphasis as in original, from personal communication): “The 
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main missing ingredient… is FUN. They’re all like ‘Your rhythm could be better. You 

didn’t sing the notes required. You are a failure.’” Having spent time using the Aural 

Trainer app, I cannot deny this characterization; one cannot help but feel as though the 

app developers would have dearly liked to add a ruler-across-the-knuckles feature, were it 

possible to implement such a thing on the iPad. To that criticism, however, two things 

should be added: First, that this app and the exams it aims to prepare students for are not 

designed for “fun”— or even for learning. They are meant as diagnostic evaluations to 

determine whether a student has achieved competence in the areas defined by the testing 

body. If the tests themselves aren’t much fun, then perhaps it is best for the test prep to 

emulate the test. The second addendum is that, based on some of the App Store reviews, 

the magic of technology seems to have helped some children enjoy using the app— if 

their choice is aural drills alone or aural drills with an iPad, it seems these children 

decide, they may as well take the high-tech option. 

3.5 Previous digital gamification 

3.5.1 Ludic music in video games 

“Ludic” music— that is, music which is itself directly bound up in the rules of a game in 

some way— is a central concept to this thesis. However, it is not one that has been 

widely studied, perhaps because ludic music itself is somewhat rare. Aside from Karen 

Collins’ writings on game sound generally, Isabella van Elferen (2011) and Michiel 

Kamp (2010) are the two main writers on this subject. Even van Elferen is primarily 

committed to raising the musicological profile of music in video games (whether ludic or 

not), and to analysing the role game music plays in overcoming the artificiality inherent 

in a screen-based medium. Kamp, by contrast, is completely devoted in his work to 

finding, analysing and discussing examples of specifically ludic music within the world of 

the video game. Most games’ music relates only loosely to the rules of the game 

(including most of the examples discussed by van Elferen), serving to cue the player to 

various states of danger or suspense, to warn of approaching time deadlines or enemies, 

or to reinforce changes in game state (injury, invincibility). In all of these cases, argues 

Kamp, the music is rendered not-strictly-ludic because there is a corresponding visual 

element which also communicates the same information: a change in colour or 

background, a clock counting down in the corner of the screen, halos or other visual 

effects around the character’s avatar. To the degree, then, that it is possible to play the 

game as effectively with the sound muted, that music and sound is non-ludic. Even a 

game like Guitar Hero (Harmonix, 2005), he writes, could theoretically be played with 
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the music off by reading the oncoming visual cues as a “score” of sorts. This would surely 

be more difficult and less fun, given that it would break the connection with music and 

musical culture which underpins the game’s design and marketing efforts. 

 
Figure 3-1: Screenshot from Guitar Hero, showing the in-game "notation" of coloured dots moving 
along a fretboard. This is used to communicate to the player which button-presses on the game 
controller will correspond with upcoming musical events in the song. While the standard game 
strategy involves both listening to the song play and watching the coloured dots, it would 
theoretically be possible (per Kamp, 2009) to turn the sound off and play by using the dots as a form 
of combined notation and timekeeping. 

3.5.2 Existing games 

Existing musical digital games famously include the above-described Guitar Hero5 and 

Rock Band, their predecessor SingStar (London Studio, 2004) and open-source clone 

Performous. These games are a hot topic for education research (Gower and McDowall, 

2012) and debate given the amount of time people of all ages devote to mastering them. 

A key point about all these games, though, is that gameplay always involves imitating a 

pre-existing piece of music, and not creating new musical ideas or recombining existing 

music creatively. This, it should be said, should ultimately be seen not a criticism so 

much as a difference in focus between these games and other music-related activities: 

obviously these games have spectacularly succeeded in their objectives of— in no 

particular order— (1) bringing some sort of interaction with music into a great many 
                                                        
5 Guitar Hero grew in part from Konami Karaoke Revolution, which is a karaoke system for the Sony 

PlayStation 2 gaming console. However, Konami is “just karaoke”— it contains no game elements and so 

falls outside the scope of this discussion. As a music-driven product for a “gaming” system, though, its 

precedence should be noted. 
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people’s lives, and (2) selling access to that interaction as a highly desirable cultural 

phenomenon. 

3.5.3 Space in the space: room for innovation 

But this differs critically from the experience of making creative musical decisions in the 

process of gameplay. Musical ludism is one thing when playing the game involves 

following a piece; it is rather something else when playing the game involves finding the 

proper note for a given moment, representing that note internally, and then producing it 

accurately with the voice or an instrument (not by tapping a screen or controller). This 

method of gameplay is perhaps more like an improvised jazz solo, where there is not 

always necessarily one “right” note to play, but where there are definitely “better” and 

“worse” notes— and occasionally situations where really only one note will do. What is 

missing among commercially-available existing games is an example of real, spontaneous 

music-making which controls a game through live computer audio analysis. Adding this 

could allow many of the benefits of “real” music-making to accrue while also adding the 

motivation that comes from gameplay, helping players enhance musical skill through 

practice, whether they consider themselves “aspiring musicians” or just people enjoying 

an opportunity to make music. 
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4 Goals for current work: digital gamification of creative 
music-making used as a research tool 

As we have seen, few if any opportunities exist for creative, spontaneous music-making in a 

digital or mobile context. Music education, in turn, is in need of ways to ground music 

study in everyday life and lived culture. Trained musicians often lack the ability to 

spontaneously engage with or create musical ideas, while popular musicians sometimes lack 

the conceptual tools to branch out into styles or patterns with which they are culturally 

unfamiliar (Serra et al. 2012). Meanwhile, academic researchers devote a great deal of energy 

and money toward recruiting (or simply cajoling) subjects into study participation. Might it 

be possible to create one piece of software that addresses all of these problems? I outline the 

four main goals of the software described in the remainder of this document: 

 

 

1. Create a tool for spontaneous musicianship: This goal has little to do with the 

game’s ability to be used as a research tool or its sales potential, but instead depends 

on whether one can “do music” with it in a satisfying way. 

 

2. Build a tool for research: Similarly, this goal doesn’t actually require the game to be 

fun, just for it to provide a framework for recording and evaluating the nuances of 

subjects’ in-game musical decision-making and sound production. 

 

3. Release a commercially-viable game: This only requires that the game be fun and 

polished. In case “fun” sounds like too simple a goal, it should be remembered that 

this is the sole goal being pursued by a great many commercial software companies, 

among which even the most successful release carefully-developed flops regularly. 

 

4. Create a tool facilitating music education: Here the only requirement is that players 

should learn some kind of actual musical skills, not just “game skills”, by spending 

time with the game. The research goal (2), if fulfilled, will in turn help shed light on 

whether this goal has been achieved. 
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5 Development process 

5.1 Musical concepts 

The development of what eventually became the game SingSmash involved exploring the 

space of possibilities in which some kind of musical behaviour somehow controlled an 

aspect or aspects of a video game. Two obvious candidate parameters within music are 

pitch and rhythm; both were considered in depth and some programming was done on 

early game ideas exploiting each option. (Timbre could potentially be used as well, 

although the lack of ease with which we talk about its characteristics belies a corresponding 

dearth of robust analysis options, especially ones which would apply across many 

individual voices, let alone among instrument types or families.) 

 In the case of pitch, both discrete and continuous possibilities present themselves: the 

player could make rising or falling sounds, bend individual pitches, or hit specific notes. 

Additionally, the player could be required to perform certain absolute pitches, or simply 

pitch classes with no particular octave placement. In practical terms, pitch-analysis 

algorithms are notoriously noisy in terms of octave recognition6, so it was preferable to 

design a game in which pitch classes, rather than absolute pitches, were detected and used 

to control the program. 

 In terms of rhythm, the discrete/continuous split is less straightforward: there is a linear 

flow of time in which onsets relate to each other, and as in the case of pitch their actual 

placements may differ from idealised ones to a greater or lesser degree. But rhythm differs 

in that those relationships themselves are scaled according to an established pulse or tempo 

in a way that pitch relationships do not scale7. Therefore any game based on rhythm must 

                                                        
6 This is true even in methods such as autocorrelation (de Cheveigne ́ and Kawahara, 2002), which generally 

performs with greater accuracy than FFT-based methods when identifying octave. Autocorrelation, as 

mentioned elsewhere, is computationally expensive and for this reason was not used in the development of 

these games. 
7 One is tempted to add “in Western music” here, as though any set of possible pitch relationships must 

surely exist in some perhaps-as-yet-uncatalogued oral tradition. But really, this seems rather more likely to 

arise from the oversystematising nature of the Western-Germanic tinkerer’s mind; such-and-such a 

relationship is conceivable, so naturally we have to try building it. To the best of my knowledge, no one has 

yet built a musical system in which pitch relationships scale relatively in the way rhythmic ones do, and for 

that I admit I am grateful. 
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either establish, visually or aurally, a tempo which the player must follow, or else track the 

tempo chosen by the user8. 

A simple tempo-tracker is easy enough to implement if one assumes that the user is 

clapping a steady beat: simply adjust the tempo slightly each beat, in the direction of the 

mean error across some number of beats, and the computer’s tempo will shift gradually to 

track the user’s. This shift can be made more gradual by averaging a larger number of 

beats, or more responsive by averaging fewer beats. 

 This is, however, a useless approach when the user is performing actual rhythms: onsets 

may occur in between the main beats, and any number of beats may be left silent while the 

performance continues. For example, a naïve tempo-tracker following q = 120 would 

attempt to rapidly increase the tempo in bar 2, shown in Figure 5.1. In this case, the 

tracking algorithm must detect that this implies an unreasonable degree of tempo shift and 

either ignore onsets which would cause such a shift, or else ignore onsets which are close to 

any non-zero subdivision of the main beat. This creates a grey area in which an onset 

might conceivably be detected as either marking the beginning of an accelerando, or being 

a 16th-note attack just after a main beat. To successfully navigate this difficulty an 

algorithm must either “know” more about which rhythmic gestures and their relative 

relationships are most “musical” or simply most likely, and in ambiguous situations choose 

those— or one must accept a lower success rate in judging these cases. 

 

 
Figure 5-1: A naïve tempo-tracking algorithm would incorrectly detect a fourfold increase in tempo 
starting in the second bar, in the second half of beat one. 

 

 A distinct but related problem for a sophisticated tempo-tracker to overcome is that of 

empty downbeats during a performance. If only main beats are used to track tempo, the 

rhythm in Figure 5.2 would give an algorithm no data to work with, and therefore no 

indication of whether the tempo was accelerating, decelerating, or constant during these 

bars. 
                                                        
8 It is worth noting here that a large body of work exists on rhythm, tapping, and sensorimotor 

synchronisation (London 2004, London 2011). Most of this work, however, deals with entrainment, 

accuracy, and perception— all important to the software processes I am describing, but to deal with these 

topics adequately would take far more space than is available here. Brossier (2006) and Collins’ (2005) 

work each deal with live labelling of rhythmic features in an audio stream, and as such describe algorithmic 

features and challenges similar to those described here. 
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Figure 5-2: A tempo-tracker which follows changes in tempo by calculating main beat deviations from 
the current tempo would not be able to follow a rhythm with missing downbeats, such as this one. 

 Finally, there is the problem of a “shifted downbeat”. Once we allow for the possibility 

of error in our algorithm, the possibility then exists for the algorithm to recognize and 

recover from an error. However, adding this additional level of self-awareness is quite 

difficult, especially in a game where specific rhythms have semantic value (as will be 

discussed shortly). The rhythm in Figure 5-3 could be seen as likely to result from the 

computer identifying the downbeat one 16th-note too early, as repetition of this sort of 

rhythm is likely in “real music” to shift a listener’s perspective of the downbeat9. If, 

though, that particular rhythm carries a semantic meaning such as “fire lasers”, it could 

become likely that at some point in gameplay the rhythm would in fact be performed at 

least this many times in a row.  

 
Figure 5-3: An example of “shifted downbeat” error, or an accurate analysis of an unusual rhythmic 
sequence? A successful onset-parsing algorithm must be able to judge such cases correctly. 

To counter this shortcoming, one may use a rigid tempo to which the user must adhere, 

or else visual feedback can be used so that the player may adjust to any “misreads” on the 

part of the listening algorithm, as a musician might adjust to an unexpected shift in 

rhythm from a fellow player. The tempo-flexible case, while more complicated to 

implement, gives the player more control within the game. (For example, an advanced 

player may be capable of making and executing game decisions much faster than a novice; 

this advanced player would likely be attempting more-difficult levels in which this ability 

to send commands quicker might be required.) 

5.2 Setting the stage 

Having stated the theoretical goals and preliminary work of the project, I can now report 

on the development process. Before any production code could be written, a platform 

needed to be chosen. In the mobile handset space the two current major players are 

                                                        
9 This is done with artistic intent in, e.g., Schumann’s Faschingsschwank aus Wien, but even in such 

situations the downbeat is heard as ambiguous: the syncopation gradually fades from perception until the 

downbeat is reasserted. 
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Google’s Android platform (written in Java) and Apple’s iOS (written in Objective-C). 

Each offers some advantage: Android is open-source, shows increasing market share, and it 

is free for developers to write apps and sell them through the built-in marketplace on the 

device. Apple, being closed-source and developers of both the mobile hardware and 

software, has better documentation and support for its developers— perhaps in part 

because each of them pays a (small) yearly fee for the privilege of being able to test apps on 

actual devices (both platforms allow a “simulator” to be run on a desktop system at no 

charge) and put apps into the online store. 

After considering these factors, the iOS platform was chosen because of its (for now) 

market-leading position, its perceived developer-friendliness and the tight, end-to-end 

integration of software with hardware10. From here a search for programming frameworks 

began, so as to avoid having to spend time writing conceptually-simple code to handle 

tasks such as graphics display, menu behaviours, touch handling, physics simulation, 

sound file playback, scene management and transitions, and so on.  

Early plans involved using openFrameworks, an open-source multipurpose collection of 

C++ code often used by new-media artists. openFrameworks is extremely powerful, has an 

impressive user community, and offers iOS support via an add-on to the core codebase; 

however, ultimately its code tends to be structured on a lower level of abstraction than this 

project needed, especially given the features of the next option considered. 

Cocos2D11 is a two-dimensional game engine which is not only open source but is 

optimised for game design (and additionally provides the choice of two different physics 

simulators). It is the engine behind the prominent app titles Angry Birds, Plants vs. 

Zombies and Trainyard, along with 2,500 other App Store games. It is nominally owned 

by gaming colossus Zynga but published under the unrestrictive MIT license (Open 

Source Initiative) and developed primarily by its community of users. It fit the bill almost 

perfectly and was therefore selected for use in development. 

                                                        
10 Much later it was found that the competing Android platform does not specify as low-level an 

application programming interface (API) as iOS, which due to the wide variety of handset manufacturers 

for the Android platform may make the minimum achievable processing latency much greater; the only 

workaround being to write a native device driver for every Android handset on which the application is to 

run. One hopes that this changes in future versions of Android, but for now it seems a prescient decision to 

develop on Apple hardware/software. 
11 Technically “Cocos2D for iPhone”— the original Cocos2D is a Python framework. The iPhone version 

has so eclipsed the Python version in features, popularity, and market presence that in developer parlance 

“Cocos2D” unadorned invariably means “for iPhone”. This document follows that convention. 
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Having chosen Cocos2D as the primary development framework, several preparatory 

projects were sketched to explore live audio input and analysis (which is not supported by 

default in any available game engine) as well as aspects such as file handling and physics 

simulation. Nick Collins’ (2010) open-source example project demonstrating Apple’s 

high-performance RemoteIO API12 was incredibly helpful in getting this famously-difficult 

bit of programming up and running. 

5.3 A series of games? 

 Pitch Rhythm 

Single-player SingSmash -- 

Multiplayer -- -- 

 

At first the plan was to develop a series of four games: two controlled by pitch and two 

by rhythm, with a single-player and multiplayer (via networked devices) entry in each 

category. While some work (described above) was done on a tempo-following onset-

detection engine for a rhythm game played by clapping, and a bit more was done toward 

creating a two-player pitch-based game, it readily became apparent that Hofstadter’s Law13 

was threatening the project and that developing one game of high quality was preferable to 

compromising other goals in the process of developing the rest. The game which held the 

most promise at that point was a single-player pitch-based game employing a gameplay 

mechanic similar to the traditional— nearly archetypical— game Breakout14 15. Although 

the challenges involved in developing a robust onset-parsing engine for a rhythm game 

were too great for the scope of this particular project, they remain potentially very 

interesting challenges to take on in future work.  

                                                        
12 Application Programming Interface, the part of (for example) the iPhone’s native software which is 

exposed to developers writing applications to write on the phone. In order to gain access to, say, the 

incoming audio stream from the device’s built-in microphone, one uses one of several APIs published by 

Apple for this purpose. 
13 Hofstadter’s Law states that a task always takes longer than expected, even when taking into account 

Hofstadter’s Law. 
14 Feedback from user testing among today’s UK youth has taught me that a more recent incarnation of 

this game is called Brickbreaker. 
15 Unfortunately this choice limited somewhat the “social connectivity” aspect of music-making I was able 

to study, so further research will be required to look into precisely how a multiplayer, multidevice game 

might further enable social music-making. 
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5.4 Singing, smashing 

This game, eventually named SingSmash, is the primary focus of this thesis. While playing 

a game is generally the best way of understanding it (see download link and promo codes 

at the top of this document), here is a description of the mechanic and order of play: 

Whereas Breakout has a single paddle, restricted in its motion to one dimension along the 

bottom of the screen, SingSmash features a number of static paddles (more paddles in 

higher levels) which are sized to collectively span the screen’s width. Each paddle lights up 

in response to one sung pitch class (the analysis function is octave-agnostic) and will only 

collide with the moving ball when lit. These pitches, of course, also change with each 

successive level. When a paddle’s pitch is not being sung, the paddle will slowly fade out at 

a speed which increases as higher levels are reached. The first two levels have three pitches; 

later levels have progressively more. The advancing player, then, needs to remember and 

perform more pitch relationships at a time. In addition, as more pitches are added the 

paddles necessarily become narrower, forcing the player to more accurately predict and 

respond to the path of the ball’s motion. Along the upper half of the screen are a series of 

blocks of different colours, which are destroyed upon collision with the ball. Holding any 

note steadily in tune for a given time period (also variable, requiring the note to be held 

longer in higher levels) will result in additional balls coming into play, speeding up 

gameplay and increasing the number of points awarded. Points are awarded for (a) each 

brick collision, (b) many brick collisions in a row without an intervening paddle collision, 

and (c) any lives left at the end of a level (the player starts with three). 

 Much of this discussion can be simplified with figures. Figure 5-4 shows an example 

gameplay screen. At the moment illustrated, the player has recently sung the second and 

third pitches in this level, which has caused those paddles (reading left to right across the 

bottom of the screen) to light up. At the middle left of the screen one of the balls in play is 

colliding with a purplish brick, about to “smash” it and award points to the player. At the 

bottom centre of the screen another ball is successfully colliding with a lit paddle, and will 

bounce back up toward the bricks at the top, breaking some more bricks. The third ball, 

on the right hand side of the screen, is headed toward either the third or fourth paddle at 

the bottom of the screen. It is the task of the player to determine which of those paddles 

the ball is more likely to hit, and to sing the corresponding pitch in time for the paddle to 

light up and deflect the ball. If the pitch is not sung in time, or is not accurate enough to 

be registered by the device, the ball will fall through the bottom of the screen and 

disappear. If all balls are lost, the level is lost as well. 
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Figure 5-4: Example gameplay screen for SingSmash 

To illustrate in a somewhat more concrete fashion, let us presume that the five pitches 

used in this level correspond to the first five notes of a C Major scale {C, D, E, F, G}. In 

that case, the user would have very recently sung the notes D, E and G. She would need 

to determine whether next to sing E or F in order to deflect the ball on the right-hand 

side of the screen as it falls toward the paddles. A more advanced level might still feature 

five paddles, but instead have a more-complicated pitch relationship such as {C, D♭, E♭, 

A, B♭}. 

Figure 5-5 shows SingSmash being played on an iPad near the date of its release in 

the App Store. 

 

 

Figure 5-5: SingSmash in action on an iPad 
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5.5 Algorithmic challenges 

5.5.1 Latency reduction 

One of the biggest implementation challenges was (and, indeed, is) getting the program 

to recognise sung pitches quickly enough to make the game feel adequately responsive. A 

standard control interface for nearly all existing games relies on a button-based or touch-

based controller, where the game reacts more or less instantly (usually <2ms, always 

<10ms) to a button press. The nature of audio is such that an entire audio buffer must be 

filled before any processing can commence. With buffers typically ranging from 64 to 

2048 samples at 44100 kHz, this gives us a range of 3-100 ms simply for the audio 

buffer to fill and be transferred to the analysis algorithm. SingSmash uses a midsized 

buffer of 512 samples, and given the overheard inherent in running the rest of the 

software, much programming effort went into making the analysis function quick 

enough to respond reasonably to user input. In part, in order to minimise this latency, 

Apple’s low-level RemoteIO framework was used, rather than the more programmer-

friendly but higher-latency AudioQueue services.  

5.5.2 Pitch detection strategy 

While a naïve !! estimator might simply look for the FFT bin with the highest energy, 

this leads to frequent false positives triggered by noise or transients. Since acoustically-

produced tones have certain harmonic characteristics, the algorithm considers, for each 

candidate !! pitch, whether the harmonics present reinforce or weaken that candidate’s 

likelihood of being an actual psychoacoustically-perceived pitch. This strategy performs 

much more robustly in moderately noisy environments than any other realtime approach 

considered. 

Even still, the world is full of noise, and small slices of noise have a nasty habit of 

sounding “pitched” to computer analysis functions. To combat this an “age” parameter 

was added, returning the oldest pitch currently given a strong probability weighting by 

the algorithm. This brought back the tradeoff between responsiveness and false positives. 

Ultimately a balance was struck which resolved this, slightly in favour of false positives: If 

a user finds the game sluggish, the game is consciously or unconsciously assumed to be of 

poor quality; conversely, if the game sometimes reacts to notes the user did not sing, the 

user tends to see this as a “free gift” from the game. Only in very noisy environments (on 

a train, for instance) does the false-positive rate become so high as to obviate the game’s 

challenging aspects. While one hopes most users will, out of sheer politeness, decline to 

play the game in a full train carriage, one of the goals of future development work is to 
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allow the game to function properly even in the presence of high levels of background 

noise. 

Another robust pitch-finding approach might have been to use signal autocorrelation 

(de Cheveigné and Kawahara 2002) to remove noise and achieve an even more accurate 

!! calculation. Because of its computational intensity seen in light of the current 

limitations of speed of mobile device processors, however, autocorrelation was found not 

be capable of realtime performance and was therefore discarded as a possibility for this 

project. Instead, development effort was put into tweaking the analysis parameters of the 

“candidate scoring” approach described above and refining its speed for specific 

attributes of the ARM7 processor type found in newer Apple mobile devices. 

 

 
Figure 5-6: Signal flow in SingSmash. Analysis of the live audio stream leads to musical feature 

identification, game control, and anonymised data collection. 
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5.6 Data collection 

In order to allow detailed post hoc analysis of user performance and gameplay interactions, 

all game events (notes sung, volume, duration, !! frequency, pitch accuracy, harmonic 

content, collisions, points, extra balls or other bonuses collected, level and, on an opt-in 

basis, physical location) are recorded in a local XML file which is uploaded to a web server 

on completion of each level and on program launch. To avoid filename collisions on the 

server, the file is named using a string unique to each particular device. This allows 

tracking of a user’s progress through the game over time and multiple gaming sessions, 

while also allowing data to be collected anonymously, as the data are only ever associated 

with this string and not with any other personally-identifying information such as name or 

email address. Unfortunately, this does not collate a player’s sessions across multiple 

devices: each device has its own unique identifier and so a user with two devices simply 

shows up as two users in the collected data. One future improvement might be to store the 

XML file using Apple’s iCloud service, thus automatically merging data from two or more 

devices associated with the same account, or to carry over existing scores and data to a new 

device if an older one is upgraded or replaced. 

5.7 Data analysis 

The precision of the data gathered in this XML format will allow automated analysis of 

the results which may lead to identification of more-subtle patterns than a simple 

journaling approach might. (Does the vocal quality become purer as one spends more time 

singing into the game? Does pitch accuracy or steadiness improve? Do players develop 

strategies to find notes, such as singing the tonic as a reference in order to find a more 

difficult note?)  

While these are all tantalizing future areas to explore, the scope of this project 

necessitated a smaller initial study (described in the remaining sections of this paper), 

confined for practical purposes to a controlled study of a small number of music students, 

using a test of aural skills administered by a human researcher. This approach has its own 

limitations, but will serve well as a starting point for establishing basic efficacy of 

SingSmash as a learning tool. Future work using automated analysis of the gameplay data 

from a much larger group of people would enable more fine-grained testing of questions 

such as those listed above. 
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6 Experimental Design 

6.1 Nature of control task 

To assess whether SingSmash has a measurable effect on music-learning, a pilot study was 

performed. To control for the effects of the digital-interactive platform, another app on 

the iOS platform, the ABRSM’s Aural Trainer app (AT, described previously) was used. 

The experimental group was provided with a copy of both SingSmash and AT, while the 

control group was given AT only. AT was chosen as a control not only because of its 

superficially similar method of interaction (via a mobile or tablet device), but because its 

mode and philosophy of teaching are of a very different kind to those embodied by 

SingSmash. AT is of a traditional, rote, text-and-work-oriented persuasion, emphasising 

response and nomenclature over productional ability (though productional ability is tested 

to a small degree, as discussed earlier). 

Ten students currently engaged in instrumental music lessons (average age 12.4, 

average years of study 3.9, 7 girls / 3 boys) took part in the experiment. They were pre-

screened to determine that there was an iOS device in their home which would be made 

available for their use during practice. All of the students were studying with the same 

teacher, who had volunteered to assist in the experiment, and were studying in the Suzuki 

method. Studying students in a teaching style aligned with the philosophical 

underpinnings of the study was not a deliberate part of the construction of the experiment, 

but perhaps the fact that we had allied philosophies helped interest this particular teacher 

to participate. Whether this may have affected the result in any fashion is an open 

question, to be discussed in Section 8.  

6.2 Baseline testing 

To establish a performance baseline, they were first evaluated on a hybrid 

reaction/production test of aural skills (involving both identifying features aurally and 

producing musical sound both vocally and on their instrument), similar to the ABRSM’s 

aural exam component. The test contained 30 items representing difficulty ranging 

approximately from ABRSM Grades 1-5. In order to encourage a relaxed performance 

from the students, the test was presented as a “game” and was administered by the 

students’ teacher during regular lesson time. The six questions corresponding to each 

difficulty grade were split into three “echo” and three “spot the difference” questions. For 

the “echo” questions, half were performed instrumentally, and half vocally. 
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Students’ performance on each item was scored from one to five points, with zero 

being assigned only if the student refused to attempt the question. Somewhat surprisingly, 

four of the ten students refused to sing at all during the exam, scoring zero on the vocal 

“echo” portion. (It is also worth noting that their scores on the instrumental portion of the 

exam were not significantly lower than those who were willing to sing, the difference in 

mean amounting to 0.3 standard deviations.) Despite the method in which they were 

learning, the ones who would not sing seemed to have a fairly narrow concept of 

themselves as musicians, in effect reacting to a request to sing with something along the 

lines of “I’m not musical, I just play the violin!” 

 

Table 1: Types of questions included in the baseline exam 

Item Grade Sing/Inst Echo/Spot Item Grade Sing/Inst Echo/Spot 
        

1 1 s e 21 1 i e 
2 1 s e 22 1 i e 
3 2 s e 23 2 i e 
4 2 s e 24 2 i e 
5 3 s e 25 3 i e 
6 3 s e 26 3 i e 
7 4 s e 27 4 i e 
8 4 s e 28 4 i e 
9 5 s e 29 5 i e 

10 5 s e 30 5 i e 
11 1 i s 
12 1 i s 
13 2 i s 
14 2 i s 
15 3 i s 
16 3 i s 
17 4 i s 
18 4 i s 
19 5 i s 
20 5 i s 

 

6.3 Group assignment 

Scores from this evaluation were then used to assign students to the control and 

experimental groups such that the two groups had similar mean baseline scores, mean age, 

and mean number of years of study. Two confounding factors made this difficult: first, the 

small sample size made it difficult to pair students precisely on all metrics. Second, six of 

the participants were pairs of siblings, meaning that for practical reasons both siblings in 

each pair needed to be assigned to the same group. This increased granularity made pairing 

the subjects slightly more challenging, but in the end the groups were relatively well-
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matched, with a difference of mean baseline score of 0.15 (0.28 SD), difference of mean 

age 0.53 (0.57 SD), and difference of mean number of years of study 0.67 (0.28 SD). 

Participants in the control group (n=5) were given a copy of AT and instructed to use it 

as an add-on to daily practice, as well as to use it whenever else they liked, and to make a 

record immediately after each use session with time and duration of use. The experimental 

group participants (n=5) were given both SingSmash and AT along with similar instruction 

to use both during their daily practice and whenever else desired. 

6.4 Retesting 

After a four-week period the students were again evaluated, using a test of the same 

format as was used for the baseline exam. The test incorporated different musical material, 

which had been judged to be of the same difficulty as that used for the first test.  

For this study the null hypothesis was that SingSmash would have no effect on students’ 

performance on the second test. Similar gains in test score for individuals in each group 

would support that hypothesis. However, it was hypothesised that inclusion of SingSmash 

in daily practice would lead to a significantly greater increase in performance level in the 

experimental group.  A secondary hypothesis was that SingSmash would be used more 

frequently, and for longer durations at a time, than was the AT software. 
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7 Results 

7.1 Data 

Because some students refused to sing in the baseline test, scores were evaluated in two 

ways. First, for each student’s scores the mean of all of attempted items was calculated, 

ignoring any the student did not attempt (hereafter referred to as method 1). Second, the 

average was calculated of all test questions, giving a zero score value for the ones the 

student did not attempt (hereafter method 2). By looking at both sets of numbers, it 

would be possible to see whether scores in the experimental group improved simply 

because students became more willing to sing, or if they also performed better on the other 

parts of the test. The scores on the baseline test for method 1 were 3.56 in the control and 

3.54 in the experimental group. For method 2 the scores were 3.38 for the control and 

2.78 for the experimental group. 

Figure 7-1 (method 1) and Figure 7-3 (method 2) show the mean scores for both control 

and experimental groups in the initial and final condition. These show that for method 1, 

the experimental group’s mean score was slightly higher in the initial condition, and 

increased more than the score of the control group for the final condition. For method 2, 

the experimental group’s mean score was initially slightly lower than that of the control, 

and also rose more from the initial to the final measurement. Because the study is 

concerned more with measuring the mean improvement per individual in the two groups, 

Figures 7-1 and 7-3 serve primarily to illustrate the method and data collected, whereas 

Figures 7-2 and 7-4 show the average individual improvement on a per-group basis, which 

is the aspect of the data which we will use to test the hypothesis. It is this comparison 

which will enable us to evaluate whether experience with SingSmash in the experimental 

group had a significant effect on their test scores after exposure to the game. 
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Figure 7-1: Change in mean score of control and experimental groups between the pretest (3.56 and 
3.69, respectively) and posttest (3.54 and 3.93) conditions using method 1. 

 

 
Figure 7-2: Average individual change in score for control (0.13) and experimental (0.41) groups using 
method 1. 

 

 
Figure 7-3: Change in mean score of control and experimental groups comparing the pretest (3.38 and 
2.90, respectively) and posttest (3.30 and 4.12) conditions using method 2. 
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Figure 7-4: Average individual change in score for control (-0.08) and experimental (1.22) groups using 
method 2. 

 

7.2 Analysis 

The research question being considered is this: Does the mean change in individual score 

for the experimental group differ from the mean change in score for the control? In this 

case the null hypothesis is that there is no difference in the amount of change between the 

two groups.  

A paired t-test was run on the data for method 1 and method 2 in turn. Method 1 shows 

a mean difference d = 0.28 between the control and experimental groups (SD = 0.10, !"! 

= 0.04, !! = 7.97, p < 0.01). Method 2 shows a mean difference d = 1.30 between the 

control and experimental groups (SD = 0.57, !"! = 0.20, !! = 6.46, p < 0.01). The result 

is significant using both methods, implying that we can reject the null hypothesis. It is 

therefore likely that SingSmash has a positive effect both on students’ willingness to sing in 

a performance situation, and on their performance on a hybrid reaction/production test of 

aural skills. 

7.3 Ethnographic component 

While the participants did not journal their program use reliably (in retrospect they were 

perhaps a bit too young, on average, to be expected to do this independently, and parents 

were not equipped to supervise journaling to the degree desired) their teacher recorded 

observations from the students about both softwares. These indicate support for the 

second hypothesis, that students would engage with SingSmash more often, and for longer 
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periods, than the AT software. Some example comments from participants about AT 

include: 

“It's not really a game, is it?” 

  “It was fun at first, but got boring fast.” 

“I don't get how the echo one is supposed to work.” 

“I can see how this would be helpful for an exam.” 

 

And for SingSmash: 

 “As soon as I put the headphones on [and heard the background music] it was 

like a new part of my brain switched on.” 

“This has revealed what I always suspected I was bad at.” 

 “The bouncing ball is too slow!” 

 “SingSmash has been fun!” 

 

 Thus we have some amount of evidence that not only was SingSmash improving test 

scores, but that it was successful in engaging students by providing them with a fun 

experience. While this evidence is indirect, it is likely that because so many of them 

reported enjoying the game, they were also willing to spend time with the software outside 

of their normal practice time. This in turn would likely have increased any learning effects, 

and may help to explain the strength of the result for Hypothesis 1. 

Finally, some pairs of siblings reported playing the game together. Additionally, a 

separate public drop-in pilot testing event saw siblings and friends invariably co-play the 

game. Based on this it seems likely that at least to a small degree, the game is providing 

some of the interpersonal social-engagement effects that “normal” music-making does as 

well. Future work on two-player games will allow this to be tested further, but the existing 

evidence at least contains nothing to counter, and a bit to support, the idea that SingSmash 

can facilitate social music-making. 
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8 Discussion 
 

8.1 Weaknesses and potential problems 

Because the result shown in the data is statistically significant, we can say with some 

confidence that the control group and experimental groups’ improvement in score 

differed. But did the game really teach them musicality? Hopefully so, but it is worth 

exploring some weaknesses in this particular experiment that might be problematic despite 

the significant result, or that should be addressed in any future followup research. 

8.1.1 Small sample size 

One reason for caution in accepting this result is the small size of the study. There may 

be any number of hidden confounding factors in such a small group, and so a followup 

study with a larger group of students would carry more weight. 

8.1.2 Attrition 

The study was originally designed to include ten students, but between the baseline and 

final testing, two students from different families dropped out of the test. Both had 

family commitments that made scheduling difficult, both with the software and in terms 

of lessons for retesting, and the relatively small financial incentives offered by the study 

simply did not enter into the family’s calculations. Their data was subsequently removed 

from the baseline calculations. Thankfully, this did not upset the balance between the 

two groups in terms of initial mean, age, or experience, but as both students dropping 

out were in the control group, this changed the number of participants from an evenly 

split ten to an experimental group of five and a control group of only three. This, of 

course, exacerbates any problems caused by small sample size. 

8.1.3 Insufficient control 

The aural tests were administered by the teacher of the students in the study. This 

teacher knew the purpose of the study and was familiar with the development process 

and educational goals of the game, and due to the nature of the teacher-student 

relationship it was unavoidable that she would also know which students were assigned 

to which group. In addition, her teaching philosophy is highly aligned with that outlined 

in Section 1, and so it is possible that, knowing which students had been playing 

SingSmash and which had not, she would have been unable to collect truly unbiased data 

during the tests. This possibility was discussed during data collection and every effort was 
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made to objectively grade each student’s aural test. However, a double-blind controlled 

study similar to the one described here would give a more trustworthy, robust result.  

8.1.4 Homogenous sample population 

Because the students were all studying in the Suzuki method, it is possible that they were 

somehow “primed” to learn the aural skills tested, and that students studying in other 

methods would not show the same results, or more likely, would not show those results 

as quickly. Also, while the students played a variety of music, they are primarily studying 

classical music. A future study would do well to test students taking lessons which follow 

a variety of teaching philosophies, in a number of different genres, to see if this result 

generalises across musical aptitude in other domains. 

8.1.5 Unknown transferability of skill 

Sometimes, exposing a student to a great deal of ear training drills makes that student 

good at ear training drills, but does not necessarily improve musicality in other areas. 

While SingSmash required quite different behaviour from players to that required in the 

exams, no separate measurement of performance ability or other musical aptitudes was 

made. Future work might have jurors score students’ instrumental performances of non-

exam pieces, and determine whether individual changes in score differed between the 

control and experimental groups. 

8.2 Further aspects 

8.2.1 Skill as internalisation of action 

If we see musical performance skill (like any skill) as the internalisation of an action, it 

becomes clear why a tool which guides the user through component skills making up 

that action would succeed to a greater degree than one that names or theorises about the 

skill in its complete form. The need for users to develop the ability to quickly and 

accurately produce any pitch contained in the current level of the game is exactly the sort 

of skill which would improve their pitch discrimination and production ability in other 

contexts. Despite having not tested this transferability of skill directly (as described 

above) it is plausible that this is a major mechanism through which SingSmash acted to 

improve students’ scores. 

8.2.2 Importance of real-time interactivity 

Music learning— whether in the traditional-Western “lessons” format or the traditional-

global/historical “immersion” one— succeeds in part because of the constant real-time 
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feedback between student and teacher, or simply between two musicians. Play a wrong 

note as a beginner, and your performance of “Go Tell Aunt Rhody” will be interrupted 

to correct it— but you will probably not be lectured (much) about tone, voicing, or 

projection of large-scale structure. Play a wrong note in a Beethoven sonata in a 

conservatory masterclass, and it will almost certainly go unremarked upon—it is much 

more likely that discussion will centre around topics that match the overall level of 

performance, such as properly voicing an inner melodic line or shaping a phrase. This 

sort of feedback previously could only occur when two or more people came together. It 

is still the richest form of real-time feedback, but digital games offer another one. The 

immediacy of the response when an out-of-tune note slides up enough to light up a 

paddle in SingSmash— or when a student thinks they are singing note X but is actually 

singing note Y, and can therefore see not only the visual relationship between the two 

notes but also receive positive feedback for correcting their performance— this brings 

gaming much closer to making music with other people. SingSmash is certainly no 

replacement for lessons, or even for social music-making. What it may be is a new kind 

of tool for reinforcing skills which will make both of those experiences more successful 

and satisfying, while allowing the user to have fun in the process. 

8.3 Implications 

“Customization and gaming is becoming the norm… making [education] more like a 

video game (in structure, motivation and challenge) will increase learning,” writes José 

Antonio Bowen (2012a). This tool and study add to a growing body of research showing 

that students growing up today not only engage and learn more when material is presented 

in the context of a well-designed digital game, but that they are coming to expect this sort 

of presentation. While some (e.g. Prensky 2003) claim that the brains of today’s youth are 

wired in a fundamentally different way due to gaming, it seems rather more likely that this 

change is instead due to the ease of incorporating computers in general, and digital games 

in particular, into learning environments of all kinds. People have always enjoyed games, 

and have probably always learned from (some of) them as well. Mobile-digital interactive 

devices allow this not just to become the norm in the classroom, but for the classroom to 

become the norm in day-to-day life. 
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9 Conclusion 

9.1 Summary of findings 

We have seen that, consistent with the philosophy of intrinsically-motivated game-based 

learning outlined at the top of this thesis, music students gain significantly in their 

performance on a test of aural skills by incorporating a productional ludo-musical 

interaction into practice. Besides showing larger individual increases in test score compared 

to a control group, they seem to have engaged more fully with SingSmash than with the 

control task, playing it more often and for longer periods of time. It remains to be seen 

whether other musical digital games might provide similar benefit, or whether 

enhancements to future versions of SingSmash might increase the size of the observed 

effect. 

9.2 Future work 

Although the study performed was a pilot and contains weaknesses, the results from that 

study give reason to believe that a similar result may be found from a larger and more-

controlled followup. A more-involved study might also determine to what extent the 

improvements persist after students stop playing the game, to what extent students 

continue to play the game after completion of the study, and whether there is any 

difference in the future musical experiences of students who have played the game versus 

those who have not.  

Aside from replicating the described study while attempting to rectify some of the 

weaknesses identified, it might be possible to learn more about how and why students are 

learning from playing SingSmash by analysing the automatically-collected gameplay data. 

From these findings, future games could emphasise specific strategies or modes of 

interaction which are found to correlate most strongly with individual improvement in 

score, and/or downplay, alter, or remove aspects which correlate negatively with such an 

increase. 

 In addition, I hope in future to bring SingSmash into educational settings, both in order 

that students might benefit from this educational tool, and to talk about the development 

and research aspects themselves, thus attempting to bring a sense of wonder and 

excitement about science in general, and programming in particular, to the humanities. 

  



 Williams – p. 40 

10 Sources*
 

Al Hashimi, Sama'a (2004). Sing Pong [installation-based computer game]. 

alhashimi.co.uk/singpong/game.htm 

 

Al Hashimi, Sama'a (2005). sssSnake [installation-based computer game]. 

alhashimi.co.uk/snake_site/game.htm 

 

Anderson, Craig A. (2004). An update on the effects of playing violent videogames. Journal of 

Adolescence, Volume 27, Issue 1, February 2004, Pages 113–122 

 

Anderson, Craig A. and Dill, Karen E (2000). Video games and aggressive thoughts, feelings, and 

behavior in the laboratory and in life. Journal of Personality and Social Psychology, Vol 

78(4), Apr 2000, 772-790 

 

The Associated Board of the Royal Schools of Music (Publishing) Limited (2012). ABRSM Aural 

Trainer [iOS app]. Accessed 8 July 2012. abrsm.org/en/students/abrsm-aural-trainer  

 

Baer, Ralph (1967). Odyssey [console game]. Magnavox corporation. 

 

Barry, Nancy H. (1992). The Effects of Practice Strategies, Individual Differences in Cognitive 

Style, and Gender upon Technical Accuracy and Musicality of Student Instrumental 

Performance. Psychology of Music, October 1992 vol. 20 no. 2 112-123. 

 

Benabou, Roland and Tirole, Jean (2003). Intrinsic and Extrinsic Motivation. The Review of 

Economic Studies 70, pp. 489-520. 

 

Bentley, A. (1966). Measures of musical abilities. NFER-Nelson, Windsor, UK. 

 

Bowen, José Antonio (2012). Teaching Naked [website]. Accessed 26 Aug 2012. 

teachingnaked.com/abstractoutline 

 

Bowen, José Antonio (2012). Teaching Naked: How Moving Technology Out of Your College 

Classroom Will Improve Student Learning. San Francisco: Jossey-Bass, 2012. 

 



 Williams – p. 41 

Brossier, Paul M. (2006). Automatic Annotation of Musical Audio for Interactive Applications. 

PhD thesis, Centre for Digital Music, Queen Mary, University of London (2006). 

Accessed 20 Aug 2012. aubio.org/phd/thesis/brossier06thesis.corrold.pdf 

 

Bushnell, Nolan; Bristow, Steve and Wozniak, Steve (1976). Breakout [video game]. Atari 

corporation. 

 

Caillois, Roger (1961). Man, play and games. The Free Press of Glencoe, 1961. Trans. Meyer 

Barash. 

 

de Cheveigné, A. and Kawahara, H. (2002). YIN, a fundamental frequency estimator for speech 

and music. Journal of the Acoustical Society of America, vol. 111, no. 4, April 2002. 

 

Cocos2D [software framework]. cocos2d-iphone.org 

 

Collins, Karen (2008). Game Sound: An Introduction to the History, Theory, and Practice of 

Video Game Music and Sound Design. MIT Press. 

 

Collins, Nicholas (2005). On onsets on-the-fly: Real-time event segmentation and categorisation 

as a compositional effect. Proceedings of the First Sound and Music Computing 

Conference, 2004. 

 

Collins, Nicholas (2007). Towards Autonomous Agents for Live Computer Music: Realtime 

Machine Listening and Interactive Music Systems. PhD thesis, Centre for Music and 

Science, University of Cambridge. 

 

Collins, Nicholas (2010). AudioInOut [software example]. Accessed 6 Aug. 2012. 

sussex.ac.uk/Users/nc81 

 

Cross, Ian (1999). “Is music the most important thing we ever did? Music, development and 

evolution.” Music, Mind and Science, 1999, Ed. Suk Won Yi, Seoul: Seoul National 

University Press. 

 

Csíkszentmihályi, Mihály (1990). Flow: The psychology of optimal experience. New York, NY: 

Harper & Row. 



 Williams – p. 42 

 

Csíkszentmihályi, Mihály (1997). Creativity: Flow and the psychology of discovery and 

invention. New York, NY: HarperPerennial. 

 

Csíkszentmihályi, Mihály (2008). Flow, the secret to happiness. TEDtalk, 7 Oct 2008. Accessed 

12 Aug 2012. ted.com/talks/mihaly_csikszentmihalyi_on_flow.html 

 

Csíkszentmihályi, Mihály and Csíkszentmihályi, Isabella Selega (1992). Optimal Experience: 

Psychological studies of flow in consciousness. Cambridge, England: Cambridge 

University Press. 

 

Denis, Guillaume and Jouvelot, Pierre (2005). “Motivation-Driven Educational Game Design: 

Applying Best Practices to Music Education.” Newton Lee (Ed.): Proceedings of the 

International Conference on Advances in Computer Entertainment Technology, ACE 

2005, Valencia, Spain, June 15-15. 

 

Dobbins, Bill (1980). Improvisation: An Essential Element of Musical Proficiency. Music 

Educators Journal, Vol. 66, No. 5 (Jan., 1980), pp. 36-41 

 

Drake, R. M. (1957). Manual for the Drake musical aptitude tests, 2nd ed. Science Research 

Associates, Chicago. 

 

Durán, Lucy; Baker, Geoff; Magriel, Nicolas and Baghirova, Sanubar (forthcoming). Growing 

into Music [film]. Ed. Maffioli, Maya. 

 

Eisentraut, Jochen (2009). From Pac-Man to Pop Music: Interactive Audio in Games and New 

Media. Ethnomusicology Forum, 18:1, 168-170. 

 

Fosnot, Catherine Twomey (1996). “Constructivism: A Psychological Theory of Learning.” in 

Constructivism. Theory, Perspectives, and Practice. New York: Teachers College Press. 

 

Fuchs, Mathias and Strouhal, Ernst (2010). “The game and its limits.” in Passages of the game II. 

Edition Angewandte, Springer, Vienna. 

 



 Williams – p. 43 

Gentile, Douglas A. (2009). The Effects of Prosocial Video Games on Prosocial Behaviors: 

International Evidence From Correlational, Longitudinal, and Experimental Studies. 

Personality and Social Psychology Bulletin, June 2009 vol. 35 no. 6 752-763 

 

Gower, Lily and McDowall, Janet (2012). Interactive music video games and children’s musical 

development. British Journal of Music Education 2012 29:1, 91–105  

 

Hallam, Susan (1998). Instrumental teaching: a practical guide to better teaching and learning. 

Heinemann, Oxford. 

 

Hallam, Susan (2009). “Motivation to learn.” in The Oxford handbook of music psychology, ed. 

Susan Hallam, Ian Cross, and Michael Thaut. Oxford University Press, pp. 285-292. 

 

Hämälaïnen, Perttu; Mäki-Patola, Teemu; Pulkki, Ville; and Airas, Matti (2004). Musical 

computer games played by singing. Proceedings of the 7th International Conference on 

Digital Audio Effects (DAFx’04), Naples, Italy, October 5-8 2004. 

 

Harlow, H. F. (1950). Learning and satiation of response in intrinsically motivated complex 

puzzle performance by monkeys. Journal of Comparative and Physiological Psychology, 

Vol 43(4), Aug 1950, 289-294. doi: 10.1037/h0058114 

 

Harlow, H. F. and McClearn, G. E. (1954). Object discrimination learned by monkeys on the 

basis of manipulation motives. Journal of Comparative and Physiological Psychology, 

Vol 47(1), Feb 1954, 73-76. doi: 10.1037/h0058241 

 

Harmonix (2006). Guitar Hero [console game]. RedOctane. 

 

Harmonix (2007). Rock Band [console game]. MTV Games. 

 

Harwood, Eve (1998). Music Learning in Context: A Playground Tale. Research Studies in 

Music Education, 1998, 11:52. 

 

Herbert, Trevor (1991). Nineteenth-Century Bands: The Making of a Movement. Oxford 

University Press, 1991. 

 



 Williams – p. 44 

Hmelo-Silver, Cindy E.; Duncan, Ravit Golan; and Chinn, Clark A (2006). Scaffolding and 

Achievement in Problem-Based and Inquiry Learning: A Response to Kirschner, Sweller, 

and Clark (2006). Educational Psychologist, 42(2), 99–107 

 

Huizinga, Johan (1955). Homo ludens: A study of the play-element in culture. Boston: Beacon 

Press, 1955. 

 

Igarashi, Takeo and Hughes, John F. (2001). Voice as Sound: Using Non-verbal Voice Input for 

Interactive Control. Proceedings of the 14th annual ACM symposium on User interface 

software and technology. pp. 155-156 

 

James, William (1890). The Principles of Psychology. ed. Christopher D. Green. (Published 

online) Accessed 1 Aug 2012. psychclassics.yorku.ca/James/Principles 

 

Kamp, Michiel (2009). Ludic music in video games. Master’s Thesis, Utrecht University. 

 

Lamont, Alexandra (2009). “Music in the school years.” in The Oxford handbook of music 

psychology, ed. Susan Hallam, Ian Cross, and Michael Thaut. Oxford University Press, 

pp. 285-292. 

 

Lantz, Vuokko and Murray-Smith, Roderick (2004). Proceedings of NordiCHI '04, October 23-

27, 2004 Tampere, Finland.  

 

London, Justin (2004). Hearing in Time: Psychological Aspects of Musical Meter. Oxford: 

Oxford University Press, 2004. 

 

London, Justin (2011). Tactus ≠ Tempo: Some Dissociations Between Attentional Focus, Motor 

Behavior, and Tempo Judgment. Empirical Musicology Review, v6 n1 (Jan 2011), 43-

55. 

 

London Studio (2004). SingStar. Sony Computer Entertainment Europe. singstar.com 

 

Malloch, Stephen N. (1999). Mothers and infants and communicative musicality. Musicae 

Scientiae Special Issue 1999-2000, 29-57. 

 



 Williams – p. 45 

de Manzano, Örjan; Theorell, Töres; Harmat, László, and Ullén, Fredrik (2010). The 

Psychophysiology of Flow During Piano Playing. Emotion. American Psychological 

Association. 2010, Vol. 10, No. 3, 301–311 

 

Marcus, Gary (2012). Guitar Zero: The New Musician and the Science of Learning. New York: 

Penguin Press 

 

Moore, Robin (1992). The Decline of Improvisation in Western Art Music: An Interpretation of 

Change. International Review of the Aesthetics and Sociology of Music, Vol. 23, No. 1 

(Jun., 1992), pp. 61-84. jstor.org/stable/836956 

 

Mun, Raphael (2008). Video game music and its effect on society. Accessed 19 October 2011. 

programexperts.com/articles/VideoGameMusicSociety.pdf 

 

Murphy, P. (1987). Films for the black music researcher. Black Music Research Journal, 1987. 

 

Office for Standards in Education, Children's Services and Skills (Ofsted, 2012). “Music in 

schools: wider still, and wider. Quality and inequality in music education 2008–11.” 

ofsted.gov.uk/publications/110158 

 

Open Source Initiative. “The MIT License (MIT)”. Accessed 3 Aug 2012. 

opensource.org/licenses/mit-license.html 

 

Performous [open-source computer game] (2012). performous.org 

 

Pflederer, Marilyn (1963). The Nature of Musicality. Music Educators Journal, Vol. 49, No. 6 

(Jun. - Jul., 1963), pp. 49-50, 52 

 

Phillips, Douglas (1976). An Investigation of the Relationship between Musicality and 

Intelligence. Psychology of Music October 1976 vol. 4 no. 2 16-31. doi: 

10.1177/030573567642003 

 

Pond, Donald (1981). A Composer's Study of Young Children's Innate Musicality. Bulletin of 

the Council for Research in Music Education. No. 68 (Fall 1981), pp. 1-12 

 



 Williams – p. 46 

Prensky, Marc (2003). “The Digital Game-Based Learning Revolution” in Digital Game-Based 

Learning. McGraw-Hill, 2003. 

 

Provenzo, Eugene F. (1991). Video Kids: Making Sense of Nintendo. Cambridge: Harvard 

University Press. 

 

Reed, A.W. (1958). Games the Maoris played. A.H. & A.W. Reed, 1958. 

 

Rohrer, D.; Taylor, K.; Pashler, H.; Wixted, J. T. and Cepeda, N. J. (2005). The effect of 

overlearning on long-term retention. Applied Cognitive Psychology, 19: 361–374. 

 

Ryan, Richard and Deci, Edward (2000). Intrinsic and Extrinsic Motivations: Classic Definitions 

and New Directions. Contemporary Educational Psychology 25, pp. 54–67 

doi:10.1006/ceps.1999.1020 

 

Seashore, C.E. (1919). Manual of instructions and interpretations for measures of musical talent. 

Columbia Graphophone Co.: New York. (1919). 

 

Serra, Joan; Corral, Alvaro; Boguna, Marian; Haro, Martin and Arcos, Josep Ll. (2012). 

Measuring the Evolution of Contemporary Western Popular Music. Scientific. Reports. 

Macmillan Publishers Limited. http://dx.doi.org/10.1038/srep00521 

 

Schneider, Walter and Fisk, Arthur D. (1983). “Attention Theory and Mechanisms for Skilled 

Performance.” in Memory and Control of Action, ed. Richard A. Magill. North-Holland 

Publishing Company, 1983. 

 

Shelley, Shirley J. (1981). Investigating the Musical Capabilities of Young Children. Bulletin of 

the Council for Research in Music Education. No. 68 (Fall 1981), pp. 26-34 

 

Small, Christopher (1998). Musicking: The Meanings of Performing and Listening. Wesleyan 

University Press, 1998. 

 

Smule (2011). Ocarina [iOS app]. Accessed 8 July, 2012. 

itunes.apple.com/gb/app/ocarina/id293053479  

 



 Williams – p. 47 

Sony Computer Entertainment Europe (2010). SingStar [console game]. singstar.com 

 

Sparshott, F. E. (1980). Education in music: conceptual aspects. In The New Grove Dictionary of 

Music and Musicians. 

 

Sporka, Adam (2008). Non-speech Sounds for User Interface Control. PhD thesis, University of 

Prague. 

 

Starr, William and Starr, Constance (1995). To Learn with Love. New York: Alfred Music 

Publishing. 

 

Staw, Barry. (1976). Intrinsic and Extrinsic Motivation. Morristown, NJ; General Learning 

Press. 

 

van Elferen, Isabella (2011). “¡Un Forastero! Issues of Virtuality and Diegesis in Videogame 

Music.” Music and the Moving Image, Vol. 4, No. 2 (Summer 2011), pp. 30-39 

 

Walker, Rob (2011). “The machine that makes you musical.” New York Times Magazine, 

November 23, 2011. 

 

Wing, H. D. (1981). Standardised tests of musical intelligence. National Foundation for 

Educational Research, Windsor, UK. 

 

Yerkes, R. M. and Dodson, J. D. (1908). "The relation of strength of stimulus to rapidity of 

habit-formation". Journal of Comparative Neurology and Psychology 18: 459–482. 

 


